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Response dated 27 February 2025 to the Report on Al Governance Guidelines Development
released by the Ministry of Electronics and Information Technology in January 2025

Dvara Research is an independent Indian not-for-profit research institution guided by our mission of
ensuring that every individual and every enterprise has complete access to financial services. Our work
seeks to address challenges for policy and regulation in India given the waves of digital innovation
sweeping financial services, focussing on the impact on lower-income individuals in the country. The
regulation and protection of consumer data has been a core area of our recent research.

In this document, we present our response to the Report on AI Governance Guidelines Development
[Report] released by the Ministry of Electronics and Information Technology in January 2025 for public
consultation.

This note presents our thinking on the governance of artificial intelligence (AI). We are keen to develop
this thinking over coming months. We will be happy to offer research assistance on the topic and
develop these ideas further.

Part A

We welcome this timely consultation from the MelTY. The governance stance suggested by the Report
is well considered and addresses several concerns that arise in the governance of Al. We summarise our
inputs below and provide section by section responses in the Part-B of this document.

1. The principles proposed for the governance of Al are rich and cover a range of aspects. To this
list we recommend adding the principle of Contestability and Explainability, as an
extension to the principle of Transparency. Explainability means enabling people to whom
the outcome of an Al system relates, to understand how it was arrived at. This entails providing
easy-to-understand information, which empowers those directly affected by the outcome of the
Al to challenge it. We imagine the principle to have baked-in reasonable restrictions, in that, it
only obliges the deployers of Al to make the output intelligible by sharing the underlying factors
and logic (exogenous explainability) and not lay bare the intricacies of the model itself
(decompositional explainability).! Contestability empowers users to challenge the decisions of
the Al system. It gives users a say over the Al system and an opportunity to dispute its decision
(as opposed to accepting it by default). It creates room for human review of the Al system and
remedying erroneous decisions, especially in sensitive contexts.

Transparency, explainability and contestability obligations may differ across contexts. Globally,
the extent of these attributes is being determined by the sensitivity of the use case, the
implications of a misjudgement on the part of the Al (for instance, in the EU Al Act). Excessive
transparency could create confusion or expose the Al models to exploitation or manipulation.
excessive explainability could incentivize developers to reduce the number of variables in the
model, reducing its accuracy.' Thus, it is essential to create bounds around these attributes.
Graded levels of explainability. Regulators such as the Monetary Authority of Singapore
recommend that the sophistication of the explanation should match the expertise of the agent

querying it.

In partnership with PWC India, Dvara Research has compiled a list of six principles of
Responsible Al which can guide providers in their endeavour to ensure their Al practices are
Responsible and the outcomes thus obtained Trustworthy. These principles are expanded upon
in the comments to Section II.A
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We support the Report’s lifecycle approach to governing Al. In our forthcoming report on
implementing Responsible Al, we set out the benefits of a life-cycle approach to Al. These
entail enhanced the visibility over the various components of an Al system and the stakeholders
responsible for each. It allows us to unpack the origins of risks and benefits along each link of
the chain and allocate proportionate responsibilities to every actor. This visibility over the
different components, their potential implications and the respective stewards also offers
comfort to the regulator. This approach also allows for the distribution of legal responsibility.
In our comments to section II.B, we highlight the priorities for governance at each stage of
model development. These are briefly summarised in the table below.

Model Development Lifecycle  Risks from Al deployment Illustrations of relevant
Phase techniques that can mitigate
the risks.
Solutions Design Phase Bias in data, privacy risks Instituting  ethical  review
boards and governance

frameworks, data encryption
and anonymization

Model Development Phase Propagating bias at scale, data | Algorithm selection
hallucination, complicated | framework, model training
model pipelines, model interpretability

tools

Deployment and | Lack of control over the model, | API Management Systems,

Monitoring Phase vulnerabilities to  external | monitoring and logging
manipulation, involvement of | systems, data retention
external counterparties protocols

A natural consequence of the lifecycle approach is taking an ecosystem-view of all actors
involved in the value chain of Al. Both the lifecycle approach and the ecosystem-view are two
sides of the same coin and one cannot be conceived in the absence of the other. Our preliminary
research suggests that the ecosystem-view is also a necessary precondition for apportioning
liability in the value chain of Al. Clarity on liability and contractual certainties will go a long
way in preserving and nurturing momentum in the sector. However, we must contend with three
key concerns when thinking of liability in the case of Al:

a. The participation of several actors makes it difficult for the aggrieved to seek
redress. The interplay of several actors—data providers, data brokers, software
providers, hardware providers, and, third-parties with access rights, makes it difficult
for a layperson to identify the cause of adverse algorithmic outcomes and the
counterparty responsible for it.

b. It is unclear what qualifies as a defect or a fault. Though a fault-based liability
regime is a popular contender for a liability framework in the case of Al, it has its
limitations. Autonomous systems that can cause unintended harm, question the
mainstream understanding of defect and fault. For instance, when an autonomous
system provides a decision different from that of experts, it is unclear if the system’s
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output can be qualified as faulty. In the same vein, it is also unclear if the expert can be
held negligent for deferring to the Al if the Al is wrong and vice-versa.

c. Itis difficult to establish causality in the liability framework. Most Al outcomes are
probabilistic and not deterministic. Our extant laws are deterministic, designed to be
binary. They define what is allowed and not allowed. In case of Al, it is not possible to
determine how an Al system will react to prompts given to it. It is the feature of Al to
make connections in ways that may not have even been intended by the deployer,
holding them strictly responsible for every transgression may not work. Deployers of
automated and autonomous systems cannot control their functioning like deployers of
physical, tangible products such as airbags in a car. Therefore, it is difficult to establish
liability in these cases.

4. We welcome the idea of a baseline framework for Al given the limitation of a risk-based
approach for regulating Al. In our response to NITI Aayog’s Working Document:
Enforcement Mechanisms for Responsible #AlforAll (Working Document) released by the
NITI Aayog in November 2020., we discuss that the most pronounced limitation of a risk-based
approach is its heavy reliance on probabilistic modelling. Although the modelling seems to
work on paper, it may not stand the test of practice. A risk-based approach may in fact give a
false sense of security and encourage people to take on bigger risks than they would have
otherwise taken. Further, the approach focuses on high-risk cases, sometimes, to the exclusion
of low-risk cases. Often, low-rated risks can be unstable and potentially accumulate and
aggravate into higher risks.

Yet, the utility of risk-based frameworks, when done so with appropriate caution cannot be
downplayed. It can serve as an effective tool to complement expert discretion though may
potentially be hazardous when relied upon exclusively. We propose a risk qualification
framework that relies on four prongs:

- the probability that a harm can materialise from the malfunction of an Al system,;

- the scale of the harm;

- the autonomy of the Al system (which captures the ability to control the emergence of the

harm), and the severity of the harm.
These are expanded upon in the comments to section I11.B.2 and are briefly summarised in the
figure below.

Figure 1: An Al risk matrix for identifying high-risk use cases.
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https://dvararesearch.com/wp-content/uploads/2024/01/Our-Response-to-the-Working-Document-on-Enforcement-Mechanisms-for-Responsible-AIforAll-1.pdf
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Part B

1. Section II.A: Feedback on AI Governance Principles

In this section we put forth our understanding of Al Governance Principles based on a deep review of
Indian as well as global literature, the potential tensions they must address and some illustrative
practices operationalizing these principles.

i.  Transparency: Transparency provides stakeholders with a broad view of the working of the
Al system, tailored to their context. It includes the ability to trace the decision’s and the data’s
origins, clearly identify Al-made decisions and understand the limitations of the Al system. For
the attribute to be effective, it must provide information that is appropriately intelligible for the
actor seeking it out.

Potential Tension: Guidelines for transparency must safeguard against Intellectual Property and
Trade Secrets of the Al developers and deployers. Moreover, they should account for the fact
that excessive transparency obligations can create confusion and opportunities for manipulation
of Al models.

(Select) practices to implement: Planned data collection to ensure consensual collection of the
data with complete documentation of data sources.

Explainability and Contestability: Explainability means enabling people to whom the outcome
of an Al system relates, to understand how it was arrived at. This entails providing easy-to-
understand information, which empowers those directly affected by the outcome of the Al to
challenge it. We imagine the principle to have baked-in reasonable restrictions, in that, it only
obliges the deployers of Al to make the output intelligible by sharing the underlying factors and
logic (exogenous explainability) and not lay bare the intricacies of the model itself
(decompositional explainability). Contestability empowers users to challenge the decisions of
the Al system. It gives users a say over the Al system and an opportunity to dispute its decision
(as opposed to accepting it by default). It creates room for human review of the Al system and
remedying erroneous decisions, especially in sensitive contexts.

Potential Tension: Excessive explainability obligations could incentivize Al developers to
reduce the number of variables in the model, which can in turn reduce accuracy. Moreover,
excessive explainability obligations could reveal patterns that can then be traced back to
individuals, thus violating their privacy.

(Select) practices to implement.: Deploy model explainability techniques like SHAP/LME/PDP.

ii.  Fairness and Non-Discrimination: The principle of Fairness and Non-discrimination
mandates that Al systems be designed and implemented to prevent biases and discriminatory
outcomes by fostering inclusivity, transparency, and regular monitoring throughout the Al
lifecycle, while also complying with legal and ethical standards to protect against any form of
discriminatory outcomes. Regulators such as the Monetary Authority of Singapore, have set out
practical guidance for implementing fairness. This guidance emphasises that no two groups or
individuals be treated differently without justification and the justifications thus provided
should be frequently reviewed for accuracy.

(Select) practices to implement: Bias measurement techniques guided by well-considered
fairness metrics, model reparation when bias is detected in the model.
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1. Technological Dependability of the Al system (and its ability to respond to realized risks)
This attribute is a composite of three characteristics:

a. Reliability: Reliability of the output is the ability of an Al system to perform as required,
without failure, for a given time interval, under given conditions. In its essence, reliability
ensures that an Al system behaves exactly as its designers intended and anticipated and
repeatedly exhibits the same behaviour under similar conditions. Reliability is a goal for
overall correctness of Al system.

b. Robustness and Resilience: Robustness, in the context of Al systems, refers to the ability
of an algorithm or a model to maintain its accuracy and stability under different conditions,
including variations in input data, environmental changes, and attempts at adversarial
interference. It ensures that the system can withstand unforeseen challenges and continue
to function effectively. Resilience of Al refers to its ability to bounce back after disruptions.

c. Safety and Security: The principle of safety refers to reducing “unintended’ behaviour in
the functioning of Al It aims to prevent unwanted harms to human life, health, property or
environment. The principle of security would require the system to have implements in
place to defend itself against security risks and to respond to and recover from these risks,
should they realise. Security risks in Al include security concerns related to the
confidentiality, integrity, and availability of the system and its training and output data.
Further, a secure system can maintain the integrity of the information that constitutes it.
This includes protecting its architecture from the unauthorised modification or damage of
any of its component parts. A secure system also remains continuously functional and
accessible to its authorised users and keeps confidential and private information secure
even under hostile or adversarial conditions.

(Select) practices to implement: Performance Monitoring Tools that emphasise detecting and
correcting for deviations from production outputs, Cyber audits, threat detection, mitigation
plans when the Al systems may be unable to defend itself and falls prey to cyber-attacks.

iv.  Privacy and Data Protection: The principle of Privacy and Data Protection seeks to safeguard
individuals' privacy rights by requiring the collection, processing, and storage of data to be
conducted with transparency and consent, adhering to relevant laws and ethical standards. It
also emphasizes the importance of minimizing data usage, ensuring that data processing does
not reveal sensitive information which is not relevant to the context and which the data principal
would not have ordinarily shared with the business. Further it emphasizes ensuring data
security, and providing individuals with control over their personal information, including
rights to access, correct, and delete their data.

(Select) practices to implement: Abiding by the provisions of the Digital Personal Data
Protection Law including consensual collection of data, collection limitation, data
minimisation, anonymisation among others.

V. Protecting human agency and instituting human oversight

This principle seeks to preserve human autonomy by ensuring that the Al system remains
accountable to a human. Further, it emphasizes that individuals be able to make informed and
independent decisions regarding Al systems. This is achieved through the introduction of the
element of human oversight in the functioning of the Al system.
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(Select) practices to implement: Humans-in-the-Loop systems that allow for humans to
intervene in the Al system’s decision making, Humans-on-the-Loop systems that allow for
oversight of the outcomes of the Al system from a distance.

vi.  Governance and oversight, and, Accountability

Governance and Oversight: Governance and oversight emphasizes the need for effective
frameworks for Al systems' development, deployment, and use, with regulation by external
bodies and internal governance within organisations. It includes risk management, regular
assessments, and stakeholder involvement, and mandates reporting to allocated boards for
responsible Al adoption.

Accountability: Accountability ensures that those responsible are able to demonstrate their
adherence to the principles and practices of Responsible Al. This allows for responsible actors
to be held answerable for their roles in the functioning of the Al system.

(Select) practices to implement: Instituting an ethics board to weigh in on the complete model
development life cycle, auditing the models for all other principles at a reasonable cadence,
managing and monitoring the performance of 3™ party solutions.

Along with PwC India, our upcoming report, ‘Responsible and Trustworthy Al in Fintech: From
Principles to Practices’ identifies a host of other such practices that would be useful to the industry to
operationalize principles of Responsible Al in the unique context of digital lending in India. The report
puts forth a checklist of best practices of implementing Responsible Al for digital lenders in India,
which allows the ecosystem participants to map their distance from widely accepted best practices and
further bolster their Al practices.

2. Section II: B.1: Feedback on Examining Al system using a lifecycle approach

In our forthcoming report on implementing Responsible Al (Responsible and Trustworthy Al in Fintech:
From Principles to Practices), we set out the benefits of a life-cycle approach to Al. These entail
enhanced the visibility over the various components of an Al system and the stakeholders responsible
for each. It allows us to unpack the origins of risks and benefits along each link of the chain and allocate
proportionate responsibilities to every actor. This visibility over the different components, their
potential implications and the respective stewards also offers comfort to the regulator. This approach
also allows for the distribution of legal responsibility.

A typical Model Development Lifecycle (MDLC) affords us an understanding of the process that create
the Al system. It contains three essential phases:

i.  Solution Design Phase: This stage involves defining the business requirements, identifying
problems, selecting the appropriate methodology, and designing the overall architecture and
workflow for the model. It also includes preparing the data required for the model, including
identifying the sources of relevant data, cleaning it and structuring it for use.

il.  Model Development Phase: In this phase, data is collected, processed, and analysed to build,
train, and validate the model using selected algorithms and techniques.

iii.  Model Deployment and Monitoring Phase: This stage focuses on integrating the model into
production systems, making it operational, and continuously monitoring its performance for
accuracy, reliability, fairness and other RAI principles.
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Marrying the Al Governance principles with a typical MDLC is an attempt to have a phase-wise
understanding of risks and vulnerabilities and respond accordingly with the relevant tools and
techniques.

Model Development Lifecycle  Risks from Al deployment Illustrations of relevant
Phase techniques that can mitigate
the risks.
Solutions Design Phase Bias in data, privacy risks Instituting  ethical  review
boards and governance

frameworks, data encryption
and anonymization

Model Development Phase Propagating bias at scale, data | Algorithm selection
hallucination, complicated | framework, model training
model pipelines, model interpretability

tools

Model Deployment and | Lack of control over the model, | API Management Systems,

Monitoring Phase vulnerabilities to  external | monitoring and logging
manipulation, involvement of | systems, data retention
external counterparties protocols

3. Section II B 2: Taking an ecosystem view of Al actors

The ecosystem view of Al is a necessary precondition for apportioning liability to the different actors.
Liability in Al is fraught with intricate details that require careful examination. Based on a review of
the literature, we set out the challenges in apportioning liability in Al below:

i.  The participation of several actors makes it difficult for the aggrieved to seek redress. The
Al value chain is complex, characterized by the participation of several actors such as data
providers, software designers, hardware producers, users of Al, and the people to whom the
decisions of the Al concern. It is important to distinguish between end users and those affected
by the outcomes of the Al. For instance, a doctor may seek the assistance of Al in diagnosing
cancer. Here, the doctor is the end user but the patient being diagnosed is the person affected
by the decision of the Al. The rights of contestability rest with the latter. However, a layperson
may not fully understand the value chain and therefore, the counterparty they must reach out to
exercise the rights of explainability, contestability or seek redress.

ii. It is unclear what qualifies as a defect or a fault. Given that Al is commonly qualified as a
tool, a fault-based liability regime is a popular contender for establishing liability in Al
However, autonomous systems that can cause unintended harm, question the mainstream
understanding of defect and fault. For instance, when an autonomous system provides a
decision different from that of the expert in the loop, it is unclear if the system’s output can be
qualified as faulty. In the same vein, it is also unclear if the expert can be held negligent for
deferring to the Al (if the Al is wrong) or not deferring to it when the Al is right. Similarly, the
nature of GenAl model implies that they are vulnerable to manipulation by end users. In those
cases, it is unclear if product defect or fault applies.
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iii. It is difficult to establish causality in the liability framework. Most Al outcomes are
probabilistic and not deterministic. Our extant laws are deterministic, designed to be binary.
They define what is allowed and not allowed. In case of Al, it is not possible to determine how
an Al system will react to prompts given to it. It is the feature of Al to make connections in
ways that may not have even been intended by the deployer, holding them strictly responsible
for every transgression may not work. Deployers of automated and autonomous systems cannot
control their functioning like deployers of physical, tangible products such as airbags in a car.
Therefore, it is difficult to establish liability in these cases.

4. Section I1I B 2: The need for transparency and responsibility across the Al ecosystem in India

The Report’s observation that high-risk incidents are not limited to those actors in tightly regulated
sectors, resonates deeply with us. It is essential to have a universal vocabulary and template for gauging
the riskiness of Al systems. In Dvara Research’s response to NITI Aayog’s Working Document:
Enforcement Mechanisms for Responsible #AlforAll, we set out the following risk measurement
framework:

We define risk of harm as the probability of occurrence of an adverse event. We identify four main
criteria that feed into measuring the riskiness of an Al system:

i.  The probability that harm may arise from the malfunction of Al

ii.  The scale at which the harm could materialize
iii.  The degree of autonomy of the system (that makes external intervention difficult)
iv.  The severity of the potential harm

These variables are further unpacked as follows:

i. The probability that harm may arise from the malfunction of an AI can be captured by two
sub-indicators:

a. The levels of vulnerabilities that exist in the system. Organizations can gauge the
vulnerabilities in their systems in different ways. Some of them include (a) defining threat
scenarios which allow organizations to anticipate how threats can translate into harms (b)
tracking the frequency of risky events that are reported to regulators (c) tracking information
gathered during inspections and site visits, independent field audits, grievances raised with
regulators, information submitted by the regulated entities including financial information of
regulated entities and information or assistance requests made to the regulator and (d)
supervising the collection of data and sample data. A high score on this sub-indicator reflects
higher riskiness in the Al system.

b. Adversary capability: Where the adversaries are identifiable, their ability to cause harm must
be considered to estimate the likelihood of occurrence of harm. For instance, the adversary’s
scale of operation, technical prowess, ability to further sell the proprietary algorithm or personal
data etc. should be used as factors for assessing the adversary’s capability and likelihood to
cause harm. A high score on this sub-indicator reflects a higher riskiness in the Al system.

ii. The indicator of scale of risk can be gauged as a composite of the following four indicators:

a. The level of impact, i.c., if the impact is at the individual, community or at systemic level. A
high score on this sub-indicator denotes a higher risk score.
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b. The number of entities affected at the individual or community level. A high score on this
sub-indicator denotes a higher risk score.

c. The quantum of monetary loss suffered by the individuals or communities. This refers to the
cost of damages caused by a malfunction of the Al or the amount of money that will be needed
to undo it. A high score on this sub-indicator denotes a higher risk score.

iili. The degree of autonomy can be captured by gauging:

a. The ease of human intervention possible in the various processes of an Al system i.e. the ease
with which a human can intervene in the processes of an Al system. Typically, a high score on
this sub-indicator reflects lower riskiness in the Al system;

b. The amount of time available for human intervention in case of an unfavourable action or
decision by the Al system. Typically, a high score on this sub-indicator reflects lower levels of
riskiness in the Al system.

c. Predictability of the actions or decisions of the Al system with respect to the purpose of its
deployment. Typically, a high score on this sub-indicator reflects a lower level of riskiness in
the Al system.

iv.  The severity of the potential harm:

a. Purpose of the Al system and context of use: The purpose for which the Al system is being
deployed and the kind of decisions it is trusted to make, influence the severity of impact from
a failure or malfunction in the Al system. To put it graphically, predictive analytics and
automated Al decision support systems run on input data, with the output being a decision.
These systems are deployed to produce a range of outputs, from relatively trivial decisions such
as matching films and restaurants to individuals’ preferences to helping them purchase goods
they have been searching for a while, to more significant ones such as sorting credit card
applications and admission applications in universities and potentially life-changing decisions
such as determining which individual must receive an organ (Stanford Encyclopaedia of
Philosophy, 2020). If a film or restaurant sorting algorithm malfunctions, individuals may be
exposed to material or food they may dislike. However, the stakes are much higher when an
algorithm designed to assess admission applications malfunctions or is inherently biased
against a particular community. Therefore, the purpose of the Al and the context of its use
matter. This parameter is also used in conducting data protection impact assessments (DPIA)
under the General Data Protection Regulation (GDPR) in the European Union (EU)
(Information Commissioner's Office, 2020). Purposes that have a bearing on the civil and
economic well-being of individuals attract a higher score. A high score on this sub-indicator
reflects the higher riskiness of the Al system.

b. Sensitivity of data used by the Al system: The sensitivity of personal data processed by Al
systems can have implications for the kind of impact a system can have. For instance, Al
systems could have more severe ramifications on individuals when they process highly
sensitive data like biometrics or health data than less sensitive data like individuals’ e-
commerce purchase histories (Information Commissioner's Office, 2020). Processing personal
information through Al and ML can help in revealing further and potentially more sensitive
information about users, thus compromising their privacy and exposing them to additional
harms such as discrimination (Kerry, 2020). A higher score on this sub-indicator reflects greater
sensitivity of data and higher riskiness of the Al system.
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Interconnectedness of systems: Modern governance and service delivery design include
complex interconnected technology systems that interact with each other through APIs,
interconnected databases etc. This can be referred to as “coupling” between systems
(Perrow,1999). Tightly coupled systems are highly interconnected, almost seamless, and show
cascading effects instantly. Loosely coupled systems on the other hand are less interconnected,
have more friction and have slow cascading effects. In a highly coupled system, a shortcoming
in any one technology system or interconnecting program could have severe cascading effects
on the ultimate output (Perrow, 1999). Risks emerging from tightly coupled Al systems,
similarly, could lead to severe end-results. For instance, when several administrative services
rely on the same algorithm to base their decisions and the underlying algorithm is faulty, then
all decisions based in separate departments will tend to have the same flaws. The National
Institute of Science and Technology (NIST) in the USA found that a majority of facial
recognition algorithms in the industry were biased against non-Caucasian faces. For one-to-one
matching, NIST established that false positives were higher by a factor of 10 to 100 for Asian
and African American faces relative to images of Caucasians. This implies that when presented
with pictures of suspected criminals, the algorithm may wrongly match an innocent Asian or
African American and expose them to legal proceedings (National Institute of Standards and
Technology, 2019). Needless to say, all departments and private facilities that avail of these
algorithms could further perpetuate this malfunction of the algorithm. Interconnected
algorithms thus have a cascading effect by affecting other systems that are built on top of them.
A high score on this sub-indicator reflects the higher riskiness of the Al system.

Curability of the impact: One of the steps in conducting a DPIA includes identifying measures
to reduce risks caused due to data processing activities (Information Commissioner's Office,
2020). A similar parameter could be used to assess the severity of the potential impact of Al
systems. The degree to which the potential impact can be cured ex-post once the risks from Al
systems materialize could become one of the ways to rank impact. The impact that can be cured
meaningfully could be ranked lower than the impact that cannot be cured meaningfully. For
instance, monetary loss that can be cured by repayments could be ranked lower than an
infringement of rights that cannot be remedied. To be clear, the curability of impact does not
absolve Al users from the responsibility of considering overall risk. Curability is only one of
the parameters to assess the severity of harm. A high score on this sub-indicator reflects lower
riskiness of the Al system.

Figure 1: An Al risk matrix for identifying high-risk use cases.
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i https://oecd.ai/en/dashboards/ai-principles /P7
i https://papers.sstn.com/sol3 /papers.cfmrabstract id=3974221

i https://oecd.ai/en/dashboards/ai-principles/P7
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